0707.321– Principles of Software Engineering

Exam #2

Name:

Section: 

Select a codeword so that I can forward your exam scores via class email.

Codeword:

On my honor I affirm that I will not discuss the contents of this exam with anyone (nor in front of anyone) who has not yet taken the exam until after Thursday November 15 at 5pm. Further, I affirm that I have no prior knowledge of the contents of this exam.

Signature:

You have fifty (50) minutes to complete this exam.  Read it all through before you begin.  Don’t spend too much time on any one question.  In parts where more questions are answered than requested, the first answers will be graded.

Part I - Short (~50 words) answer

Answer any four (4) of the following six (6) questions.

 [15 points each = 60 points total]

1. Explain how optimizing for system runtime performance would influence a system's architectural design.

Intra-process communication (across network and even between processes on the same computer) is much slower than in-process computation.  In a complex system with numerous subsystems, inter-subsystem communication can therefore be a performance bottleneck.  You would want to strive to minimize communication between the subsystems. [Partial credit for talking about tradeoffs among system requirements; for relating a general model to performance.]

2. Explain how optimizing for system safety would influence a system's architectural design.

When programming for safety, one would want to take special precautions to prevent the system from accidentally causing damage.  This often entails extra testing in the code (to detect potential problems) and performance overhead.  It also requires extra attention while coding. A good design methodology would be to concentrate all the safety-related functionality in one (or a small number) of subsystems, so the safety-related testing efforts can be localized.

3. Explain why a call-return model of control is usually unsuitable for real-time applications.

The call-return control model is single-threaded, and is not good at exception handling or reacting quickly to changing conditions, both of which are necessarily requirements for real-time applications.
4. Explain how the features of Object-Oriented Design and Implementation support the component reuse strategy.

One of the features of Object-Oriented design/implementation is information hiding.  Objects are related to in terms of their public interface, not their implementation details.   This is exactly how you want to reuse components.   The details of their implementation are not usually important.  Candidates for reuse are evaluated based on their documentation and interfaces.   Subclassing/inheritance is another OO feature that can play a useful role in component reuse.  Sometimes a component is almost right, but requires some additional functionality.  A component class's functionality could be extended, via subclassing.
5. Present some of the reasons why formal specification has not yet gained acceptance in the Software Engineering community.


· Other methods have improved such that the improvements gained by embracing formal methods are reduced.


· Need for rapid development.  Formal processes are slow and deliberate, and are not well-suited to the shorter delivery windows prevalent today.


· Scalability limitations: Formal methods work well on small systems and components, but unlike other methods (and programming language components) they do not cope well with the larger scale of production-quality systems.


· Limited scope: formal methodologies cannot be easily applied to a number of important application domains, such as user interfaces and user interaction modules.

6. Explain why it can be more practical to tailor a system's requirements and design with the use of existing components in mind, rather than searching for reusable components after the system has been specified and designed.

If you design first and look for components later, it could be difficulty or impossible to find components that exactly match that design. Designing your system around components you know are available will likely result in some performance inefficiencies (related to the difference between your actual needs and the functionality provided by the components), but this is offset by reduced development costs, faster delivery time, and increased component reliability.

Part III - Design Question

[25 points]

7. Imagine you are designing the online (WWW) presence for a newspaper.  The newspaper already has an information infrastructure that its writers and editors use for creating the (printed) newspaper each day, so you can make use of it in your design.

a. Sketch an architecture (graphically and/or in text) for your system, using the preexisting system as a component subsystem of your design.  Include the online newspaper reader (WWW user) in your design.

The existing system is essentially a repository system, with the writer and editor applications hanging off of it.  The articles (in development or completed) reside in the common repository.  The paper layout system would be another client of the repository.

Publishing a web version of a newspaper is not too different.  One could put the web server right on the "main system", as another client of the repository, fetching articles on demand.  But there are two good reasons why it would make more sense for the paper to release a static, web-based version daily, and "push" it to the web server, which would serve content from its own copy.  Unlike the printing module, which only needs access to the data once a day, an online web server would issue requests continually and persistently.  But since the data doesn't change that frequently, a local cache makes more sense.  This cache could be integrated with the web server, or be its own subsystem.

Externally, the web server and the online readers have a traditional client/server relationship, so the entire system is a hybrid.
b. Imagine that the web site is implemented according to your design, and it becomes very popular.  Discuss (and illustrate) how you could scale the design to handle more reader traffic.

Because your web server is serving a static snapshot of the paper, replicating the service is not difficult.  Just add more web servers, each with their own copy of the day's snapshot.  Of if you have a separate cache for the snapshot (see above), the multiple web servers can either share access to it, or the cache could be replicated as well (perhaps on a different schedule from the web servers).

Part IV - Thinking Question 

[15 points + 10 point bonus question]
8. A structural architecture model that we didn't discuss in class – but which you have probably heard about – is the Peer-to-Peer  (P2P) Architectural model.  In client/server (C/S) architectures, clients communicate exclusively with server processes.  In the two-tiered c/s model, computation can be offloaded onto the clients (the so-called "fat clients"), but any communication of information among clients is still mediated by the servers.  In the Peer-to-Peer model, communication among the peers ("client" is no longer an appropriate term) is encouraged.  Pure Peer-to-Peer architectures have no dedicated server processes at all.

Perhaps the best-known P2P application is Napster, although the presence of the registration server makes it more accurately of hybrid design.  Latter-day file-sharing applications like Gnutella are pure P2P.  The various Messenger applications (ICQ, AIM, MSN) are also hybrid P2P/server designs.

a. From a purely technical perspective, what is the primary advantage of the peer-to-peer architectural model?

By reducing reliance on a central server, the system can grow (handle more clients) much more quickly, and without adding undue stress on any server.  Also, by distributing, and presumably replicating functionality, you can increase reliability.  
b. [BONUS] What is the primary technical problem of  the P2P systems, as described? 

If you get rid of the central server completely, security peers can become a problem.  In delegating power to the peers, the server has given up the role as fair and honest mediator between clients.  Depending on the application, it is possible for peers to act maliciously to others.  There is no reason why someone could not construct a peer that appears trustworthy but attempts to compromise other peers' security surreptitiously.  [Partial credit for discusses of lack of central resource directories, and the difficulty in locating peers.  Also for bandwidth issues.  Peers typically reside on smaller machines with fewer resources, network bandwidth being one of them.]
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